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ABSTRACT
In this paper, we present a chatbot in Korean which focuses on a
question and answer task in a medical domain. For this end, we pro-
pose a multi-step retrieval approach, where the first step employs
dense-embedding vectors for encoding the question and answer
pairs and the second step uses a sparse vector. We expect that the
dense-embedding language model can capture the syntactic and
semantic information of a text and the sparse model can charac-
terize its lexical information. We developed a chatbot that takes a
query from a user and give an answer to it. Our informal evaluation
shows that the proposed method is promising.

CCS CONCEPTS
• Information systems→ Question answering.
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1 INTRODUCTION
As natural language processing technology advances, chatbots are
being used in many areas, such as customer support, financial advi-
sory, healthcare, etc. Chatbots can be divided into two categories:
task-oriented chatbots are designed to achieve specific goals, and
chit-chat chatbots perform casual conversations. Task-oriented
chatbots are geared towards performing targeted dialogue in a spe-
cific domain. Examples can be found in chatbots used to assist users
to make restaurant reservations or purchase airline tickets [4, 14].
These task-oriented chatbots are very useful when the questions
from the users are recurring, and the responses to the questions
require expert knowledge such as in medical domains.

A simple solution to answer repetitive questions is to utilize
question similarity. The chatbot system stores question and answer
pairs that are prepared by domain experts. When a question is
input to the system, it finds the most similar question from the
existing questions, by measuring the question similarity. Then,
the corresponding answer is given to the user as the response to
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her/his question. Question similarity is computed via a comparison
of the two-sentence vectors that represent the input question and a
question stored in the system. Hence, employing efficient sentence
embedding is essential for developing effective chatbot systems [8].

As NLP techniques continue to advance, pre-trained language
models trained with vast amounts of text data have achieved high
performance in most natural language processing tasks, including
the question similarity task [6, 9, 10]. However, utilizing the pre-
trained language model to represent sentences in specific domains
does not result in high performance, as the language model is
trained with general domain corpora such as news articles and
Wikipedia [12]. Therefore, the need arises to employ a language
model that understands the terms and expressions of a certain
domain, which may not appear in general corpora [7]. For example,
the words ectropion and entropion look similar, but they denote
different concepts in the medical field.

Pre-trained models can represent domain-specific terms when
trained with a domain-specific data. There are some language mod-
els such as SciBERT, which is trained with the scientific text [2],
BioBERT in the biomedical domain [7], and ClinicalBERT in the
clinical field [1]. In this paper, we describe a medical chatbot that
can process questions in the ophthalmic area in particular. Unlike
English, Korean corpus in the medical field is limited. To overcome
the lack of data, we leveraged dense and sparse embedding vector
to represent the question and answer sentences. A dense vector was
used to capture semantic and syntactic information, and a sparse
vector was used to capture more lexical information [13]. We use
the state-of-the-art pre-trained language models as the dense em-
bedding vector. In addition, bi-gram TF-IDF is used to create sparse
embedding vectors representing medical terms in which compound
words are frequently used.

The rest of this paper is organized as follows. Section 2 describes
the overall system. Section 3 describes the data used for developing
the chatbot app. In Section 4, we describe the experiment setting
for comparing the dense and sparse embedding vectors in the re-
trieval phase. The experiment results are presented in Section 5,
and conclusions and future studies are discussed in Section 6.

2 THE SYSTEM OVERVIEW
The system configuration consists of the database and retrieval
processes, as shown in Figure 1. The database contains data in
the form of a question and answer pair. The retrieval process is
composed of Dense-embedding based Retrieval (DR) and Sparse-
embedding based Retrieval (SR). In the DR, sentences are encoded
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Figure 1: The system architecture consists of a database system, the Dense-embedding based Retrieval (DR) component, and
Sparse-embedding based Retrieval (SR) component.

Figure 2: Our medical QA chatbot application via Google As-
sistant.

into a dense vector using a pre-trained language model. In the
SR, the bi-gram TF-IDF scheme is used to encode the sentences as
sparse vectors.

2.1 Dense-embedding based Retrieval (DR)
When the system launches, each question of the question and an-
swer dataset is encoded as a dense vector and a sparse vector. These
vectors are stored in the database. When a new question comes in,
the question is encoded as a dense vector. The question sentences
in the database that is most similar (based on cosine similarity) to
the input question dense vector are matched. Finally, the answer

to the matching question is given to the user as the response. Fig-
ure 2 shows a chat example on the chatbot we built using Google
Assistant.

We use two types of embedding models, each for word-based
embedding and sentence-based embedding, respectively. For the
word-based embedding model, we employ FastText [3] since it is a
character-based word vector that can handle the out-of-vocabulary
problem. In the medical domain, the dataset contains a significant
number of unregistered words. We used a pre-trained model that
is trained with the Korean Wikipedia corpus1, Naver sentiment
movie corpus2, and KorQuAD 1.0 corpus3. The output embedding
dimension is 100D. Sentences are tokenized using the Komoran
tag class in the Konlpy package4, and the average of each token
embedding was used as a sentence embedding vector.

For the sentence unit embedding models, we employ Multi-
Universal Sentence Encoder (M-USE) [15] and SentenceBERT (SBERT)
[11] because they offer a multilingual version which includes Ko-
rean. M-USE [15] is a sentence encoder model pre-trained with the
English SNLI data [5] translated into 15 languages, such as Ara-
bic, German, Spanish, French, and Korean. We used a CNN-based
model released on the TensorFlow Hub5 and used 512-dimensional
embedding vectors as output.

SBERT [11] is a sentence embedding model that has been learned
with the STS and NLI datasets by modifying the pre-trained BERT
[6] structure into a Siamese network structure. We used the pre-
learned BERT (BERT-Base, Multilingual Cased) model supporting
104 languages, including Korean (12-layer, 768-hidden, 12-heads,
110M parameters)6.

1https://dumps.wikimedia.org/kowiki/latest/kowiki-latest-pages-articles.xml.bz2
2https://github.com/e9t/nsmc
3https://korquad.github.io/category/1.0_KOR.html
4https://github.com/shineware/KOMORAN
5https://tfhub.dev/google/universal-sentence-encoder-multilingual/3
6https://github.com/google-research/bert/blob/master/multilingual.md
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input query :

Figure 3: Comparison results of Korean fastText [3], M-USE, [15] and SBERT [11]. FastText is a word-embedding model, while
M-USE and SBERT are both sentence-embedding models.

Figure 4: The performances of the DR approach and the two-step retrieval approach (DR + SR), using different embedding
models, were compared. When the input query is given, each method finds the top 3 matching questions from the database.
Similar terms are denoted in the same color. The results show that the two-step approach, using the SBERT as the dense
embedding model and TF-IDF as the sparse embedding model, captures the lexical information in the query better than the
approach using only DR. It is also noted that SBERT outperforms M-USE to capture the lexical information.

2.2 Multi-step Retrieval
The multi-step retrieval first performs the DR process: it selects the
top 𝑁 question sentences (i.e., 𝑁=10 in this study) that are most
similar to the input question as candidates. SBERT was used as the
dense embedding model, as no significant difference was found

between M-USE and SBERT in the experiment results. Then, the
input question sentence is encoded as a sparse vector. As a sparse
model, the bi-gram TF-IDF model was used in consideration of the
many compound words, such as dry macular degeneration, in the
medical term. The system looks up the sparse embedding vector for
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the 𝑁 candidates and selects the most similar question to the input
question as the matching question. The answer corresponding to
the matching question is presented to the user. The most similar
question is chosen and its corresponding answer is presented to the
user in the chatbot system. But for comparison, we show the three
most similar questions matched from the experiment, in Figure 4.

3 EVALUATION
This section presents the experiments we carried out to test the
performance of DR and the two-step retrieval approach for carrying
out the question similarity task in the medical domain. We expect
that the dense embedding of a sentence can capture its semantic
information, while a sparse embedding vector can capture its lexical
information.

In the experimentation, we examine how similar the input query
is to the matching questions retrieved from the database when the
input query contains ophthalmic terms, which are usually com-
pound words and not present in the general vocabulary.

3.1 Data
For this study, we created a domain-specific question and answer
dataset for developing our chatbot app. The data contains 2,000 ques-
tion and answer pairs written in Korean prepared by an ophthalmol-
ogist: the list contains recurring questions in patient consultations.
This dataset contains descriptions about the causes, treatments,
and prescription medicine of the macular degeneration disease. For
example, this data can include question-answer pairs such as What
is Pazeo? (question) - Pazeo is an allergy eye drops containing anti-
histamine. (answer) We also created an additional 1,100 question
and answer pairs collected from ophthalmic books and websites to
answer questions on general information related to 105 ophthalmic
diseases, including their definitions, causes, and treatments.

3.2 Results
In the first experiment, we tested the performance of word embed-
ding models for the DR process when the query includes a single
medical term. As in Figure 3, both M-USE and SBERT can correctly
present sentences similar to the query. On the other hand, fastText
found sentences that contain the term macular degeneration, but its
meaning was different from the initial query.

In the second experiment, we tested whether each model can
handle a query when multiple medical terms are present. For this
study, we used only M-USE and SBERT embedding vectors as they
showed better performance in the previous test. As shown in Figure
4, M-USE did not show any sentence containing both terms. SBERT
found a sentence that contained both terms, but not with the highest
similarity score. However, both terms were included in the results
of the two-step retrieval: most similar sentence was printed.

4 CONCLUSIONS
In this paper, we present a Korean QA Chatbot in the ophthalmol-
ogy domain. When the chatbot system takes a query from a user,
it finds a matching question-pair from the database by computing
their similarity based on their vector-based representations. To ef-
fectively represent domain-specific medical terms, we use both the

dense-based and sparse-based embedding vector models. We devel-
oped the chatbot and examined its retrieval results. Our approach
showed promising results.

However, our information retrieval based approach is limited in
that the system can provide as output only the answers prepared in
advance by an expert in a given domain. In the future, we plan to
collect more data to train the embedding model and apply advanced
NLP techniques such as in-domain named entity recognition. There-
fore, we will create a model for obtaining additional data in future
work and answering various expressions. We hope to improve the
performance of chatbot by studying ways to capture lexical infor-
mation about medical terms in a context such as in-domain named
entity recognition.
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